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The Evolution of the
C i tat i o n P r o j e c t
Developing a Pilot Study from Local to Translocal

Sandra Jamieson

Abstract

The historical narrative in this chapter traces the evolution of the Citation Project from its origins in a graduate seminar to the publication of
pilot data (Howard, Serviss, and Rodrigue 2010) and the development
of a transcontextual, multisite research project with internationally reported and replicated data. Based on interviews with principal and participating researchers and coders, analysis of research and coding notebooks, two blogs and various shared Google Docs, and e-mails as well as
shared personal experiences, this chapter offers a historical account of
methodological development that reveals the complexity and messiness
of multisite research as well as the necessary adjustments that allow pilot
research to be scaled to multisite projects. By being willing to expose
not only their methods but also the false starts, challenges, and lessons
they learned, Citation Project researchers hope to ease the transition to
data-driven research and thereby increase the frequency of informationbased policies and pedagogies.

Introduction

This chapter provides an antidote to the (necessarily) highly systematized accounts of research processes to which new researchers frequently turn, accounts that in users’ minds too easily become ideals
to be achieved and standards by which to measure their work. Books
such as Johnny Saldaña’s (2013), Stefan Titscher et al.’s (2000), and
John Creswell’s (2014) are invaluable procedural guides for conducting
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research—and highly recommended—but while they do acknowledge
the unruliness of qualitative research, they nevertheless present a linear,
cleaned-up version of the process that can leave new researchers at a loss
when their own work is stalled. Along with recent calls for writing studies researchers to share their methods and research design (Lunsford
2013), there is also a need for transparency in our field’s research narratives. The reality of research, especially data-driven research, is that
it is often a very messy, start-and-stop, revise-and-start-over process
marked by frustration at many points along the way, as Rebecca Moore
Howard and I noted in a keynote to the CCCC Research Network Forum
(Howard and Jamieson 2012). Those of us trained in literary or rhetorical research methods are generally ill prepared for the challenges and
time-consuming nature of data-driven research, and because it has not
been a staple of our field until very recently, many of us lack mentors
who can help. Similarly, most of us are unused to working collaboratively
on research and writing, something probably essential for larger-scale
research as our colleagues in the social and natural sciences learned
long ago. There are many things to consider before beginning a RAD
research project; this chapter presents some of those factors in hopes of
encouraging other such endeavors.
Collaborative RAD research is infinitely more rewarding than anyone
imagines, though, and, as the other chapters in this book reveal, has the
potential to lead to the kinds of changes in pedagogies, policies, and
practices many of us desire. I believe research narratives that are honest
about failures and setbacks, coupled with the methods and design of the
final research projects they engendered, will help researchers—experienced and prospective alike—imagine and plan large-scale research
projects of their own. I hope narratives like this one will also help my
fellow researchers work through the inevitable messiness and rethinking
that brings such projects to successful completion.
The research project that is the focus of this chapter is the Citation
Project, specifically a study of eight hundred pages of researched writing produced by 174 students enrolled in first-year writing courses at sixteen US colleges and universities. Researchers coded both the kinds of
sources selected and the ways students incorporated information from
those sources into their papers (summary, paraphrase, quotation, patchwriting, or copying). They also coded the kinds of sources used, including type, length, and reading difficulty.
The methods and findings of the Citation project sixteen-school study
have been described elsewhere (Jamieson 2013; Jamieson and Howard
2013), and documents from that research are included in the appendix
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to this chapter.1 My purpose here is not to describe those methods per se
or discuss the findings (although I will mention them by way of comparison) but to narrate the evolution of the project’s procedures and coding
methods over a considerable time and through a series of messy drafts
that ultimately allowed the collection and analysis of transcontextual RAD
data on a broad scale. Using information from interviews with founding
researchers (principal and participating researchers and coders), analysis
of research and coding notebooks, two blogs, and various shared Google
Docs and e-mails, in addition to personal experience, I will describe the
various challenges encountered as the research moved from a series of
questions generated in a graduate seminar to a single-institution study,
then to a three-school study conducted after I became one of the two
principal researchers, and thence to the sixteen-school study whose data
I reported above. By sharing not only their methods but also the false
starts, challenges, and lessons they learned, Citation Project researchers
hope to ease the transition to data-driven research and thereby increase
the frequency of information-based policies and pedagogies.
While there are things we all wish we knew before we started this
research, what is more useful to future researchers is what we learned
in the process and the ways it led us to refine our research and develop
methods we can share with others who are conducting their own citation
context research or replicating the sixteen-school study.

C i tat i o n P r o j e c t O r i g i n s

It is instructive to trace the development of large-scale research like this
to the various points of origin, both to give credit to the many people
involved and to emphasize the importance of ideological and theoretical frameworks that necessarily shape research. Going back to the original motives and influences can help researchers when they become
blocked, reminding them of the reasons they are doing what they are
doing and how many problems they have already overcome—which is
why the kind of record keeping that led to this chapter is so important.

Origin Stories

Everything has an origin story; the Citation Project has two.
Narrative 1: The Linear Narrative

Rebecca Moore Howard first became interested in student source use in
the mid-1980s, coining the term patchwriting in 1993 when she described

36   S a n dra J ami e s o n

her analysis of writing by students in one of her classes (Howard 1993).
A decade later, Diane Pecorari set out to empirically test Howard’s
claims in the writing of second-language graduate students (Pecorari
2003). These two articles helped shape a doctoral seminar in curriculum
design focused on authorship studies at Syracuse University in the fall
of 2006, from which developed a small class project that experimented
with textual coding and then developed into an actual pilot study at
a single institution. The results of that study were published in 2010
(Howard, Serviss, and Rodrigue).
I joined the project in 2008. While Serviss and Rodrigue turned their
attention to other projects, Howard and I expanded the single-institution
pilot study to three institutions (a liberal arts college, a private research
university, and a state university). We brought in contributing researchers to help test the citation-analysis methods and code the papers, and we
described our findings in a presentation entitled “The Citation Project
Three-School Study” at the Conference on College Composition and
Communication (Benedicks et al. 2010; Jamieson 2010).
After that three-school study came a plan to collect and code papers
from ten colleges and universities that would represent a wide geographic distribution and institutional variety. Ultimately, 174 papers
from sixteen institutions were collected and coded and the initial data
from all sixteen was presented at the CCCC conference two years later
(Jamieson 2012). Although Citation Project researchers generally refer
to the initial single-institution study as the pilot study in that it developed the general coding categories used to code source use throughout
the expansion of the project, the coding procedures and terminology
continued to be refined in the process of conducting the study of papers
from three quite different institutions, and those papers were ultimately
recoded using the final criteria developed for the sixteen-school study.
New research is now being conducted by scholars involved in that initial
study, and new projects are developing in the United States and abroad,
necessitating more fine tuning of methods to accommodate different
citation styles. In 2012, principal researchers Rebecca Moore Howard
and Sandra Jamieson were joined by Tricia Serviss, a co-researcher for
the single-school pilot study and coauthor of this collection. Serviss and
I are also working with Angela Feekery to revise and repeat the study
across universities in her native New Zealand.
Narrative 2: Theoretical Underpinnings

There is also a second origin story. This one concerns not the
Citation Project research per se but the theoretical and methodological
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frameworks that made it not only possible for Howard and I to imagine
doing such research but impossible for us not to do so. And the origin
story here is the moment when we were confronted by the realization
that our field needs data-driven research and we needed to do it. This
realization led me to take a statistics class at my institution and therefore
to be able to talk about the language of statistical analysis when I read a
draft in progress of the article “Writing from Sources” (Howard, Serviss,
and Rodrigue 2010); it also led me ultimately to become a principal
researcher with the Citation Project.
The realization about the importance of data-driven research came
as we listened to Chris Anson’s keynote presentation at the 2006 conference of the Council of Writing Program Administrators (Anson 2006;
2008). In that keynote, Anson argued that the shared assumptions of
writing studies researchers and practitioners make it relatively easy to
make a case for change others would endorse. Outside our own field,
though, those shared assumptions do not necessarily prevail, and the
ethos of the person making the argument is a much less powerful piece
of evidence than it is within our field. Anson contended that if writing
program administrators are to persuade cross-curricular colleagues,
higher administration, fund-granting foundations, legislators, and the
like to do or change anything, those WPAs need data-based evidence.
Statistics, he specified, are the gold standard of universal evidence.
Rebecca Moore Howard and I were sitting side by side in the audience in Chattanooga when he delivered that keynote, and we spent
the remainder of the conference talking about its possible implications
for our own work. We two had been coauthors since 1993, when we
began The Bedford Guide to Teaching Writing in the Disciplines (Howard and
Jamieson 1995), and we shared scholarly and pedagogical interests. This
collaborative history is important because it allowed us to work through
the inevitable disagreements and setbacks as we developed and worked
on the Citation Project. However, what has really motivated us through
this work and continues to motivate us as we write and speak about the
data and expand the project is the idea that statistical and transcontextual evidence can bring change in ways anecdotal evidence cannot
(see Howard 2011, 2014). Before Howard published her data about the
students in her class in 1993, other scholars had published individual
case studies highlighting the challenges experienced by developmental writers as they try to incorporate sources (Hull and Rose 1989 and
1990, for example) and try to build papers from those sources (Kantz
1990; Kennedy 1985), but the numbers provided in Howard’s 1993 article had resonance and, of course, she also named the phenomenon.
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Once named and defined, patchwriting could be identified as such and
measured, and scholars could begin the process of establishing it as a
separate category from plagiarism (Jamieson 2016). The frequency with
which the 2010 article describing Howard, Serviss, and Rodrigue’s initial study is cited speaks to a larger thirst for data-driven findings. It is
the need for more data that motivated Howard and me because we both
want to see the pedagogical and policy changes Anson argues, and we
agree, only data can bring.

D e s i g n i n g C i tat i o n C o n t e x t R e s e a r c h

Howard shared a copy of Anson’s keynote with students in her doctoral seminar in fall 2006 along with the recommendations of the
CCCC Caucus on Intellectual Property. In response, the students—
Sarah Etlinger, Tanya Rodrigue, Tricia Serviss, Zosha Stuckey, and
Terri White—set about exploring how such data-driven research could
be used to investigate authorship issues (the topic of the class). They
focused on how to study what undergraduates do with the sources they
use in their college papers and collectively designed (and named) the
research project described in the class blog (Figure 1.1) and drafted
information for an IRB application.
The “pre-determined units of analysis” (Figure 1.1) were those
developed by Diane Pecorari (2003)—transparent and opaque source
use—to test Howard’s hypotheses from ten years earlier (Howard
1993). Working with nonnative speakers of English, Pecorari took ten
randomly selected pages from portions of seventeen draft dissertations
and collected an additional ten pages from each of eight published
PhD theses. Samples were “divided into passages of varying length, the
passage boundaries being determined by the source use” (Pecorari
2003, 322), allowing her to compare each passage with the source
from which it drew. She coded source use as transparent or opaque. If
one could tell where a source was used (ideally where it began and
ended), the citation was transparent; where it was difficult to separate
the source from the student prose, the material was coded as opaque.
Working from this same method of citation context analysis, the seminar participants set out to replicate Pecorari’s research by coding five
student papers from their own institution. While no coded material
was preserved, the blog contains discussions of individual sections
and the struggles the researchers experienced as they tried to code
(“CCR732F06” 2006). Without definition, the codes were difficult to
consistently apply and the coders simply couldn’t find consensus. By
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Figure 1.1. Class blog post from November 2006 showing draft IRB application for a
Citation Project precursor

the time they had tried to code three papers, they had rejected the
terms transparent and opaque as insufficient. They also concluded that
to understand how the sources were being used, one would need to
read every cited source, something they had been unable to do and,
they worried, an unsustainable method. So here in this early modification of both coding method and practice are two important realizations that helped shape Citation Project research: all cited sources must
be read by coders; all coding categories must be clearly defined.
The goal defined in this blog post—to develop “responsible research
which will help promote productive pedagogy and aid in a better comprehension of student work when engaging sources”—remains the goal
of the Citation Project today, and the process they describe can also be
traced in current methods. Ultimately, although the class did not complete the research they designed, Citation Project research did follow
the trajectory described in Figure 1.1 and “develop[ed] into a national
endeavor on a variety of campuses.” The process of moving from initial
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idea to action was not the smooth linear process many people imagine
when they set out to do research—or when they hear single-point origin
stores. Many theoretical discussions, microstudies, revisions, and collaborations go into the design and execution of successful transcontextual
research, and frequently people leave and others join along the way.
Such fluidity is alien to writing studies research but common in other
fields where transcontextual research is the norm.

F r o m D e s i g n t o P i l o t S t u dy

The conclusion of the seminar participants that researchers needed
to move from overly narrow coding categories to broader and more
focused categories is typical in the development of coding projects
(Saldaña 2013, 11). It is not surprising, then, that at the conclusion of
the semester when Howard, Serviss, and Rodrigue decided to revise the
initial ideas explored in the seminar into a pilot study, their first step was
to work on coding categories. The three researchers spent a semester
designing coding categories, developing the research plan, securing IRB
clearance at their institution, and gathering student papers produced
in a required research-writing course. In this first pilot phase, Howard,
Serviss, and Rodrigue coded eighteen student papers that had been submitted for a grade in fifteen sections of a composition course at a private, not-for-profit university with an RU/H Carnegie basic classification
(Howard, Serviss, and Rodrigue 2010).
To do this, they still drew on Pecorari’s citation-analysis methods, but
they coded incidences of copying, quotation, paraphrase, patchwriting,
and summary—focusing on explicit textual moves rather than reader
perception of opacity and transparency. The three researchers had
spent months developing methods of analyzing students’ source use in
the papers so they might reach consensus about their results, and a key
aspect of that was articulating clear definitions of each coding category.
They defined summary as “restating and compressing the main points of
a paragraph or more of text in fresh language and reducing the summarized passage by at least 50 percent” (Howard, Serviss, and Rodrigue,
2010,181), and they found no instances of it in any of the papers they
coded, even with summary referring to a source passage as brief as a
paragraph. Instead, the coding revealed a great deal of patchwriting,
which they defined in the pilot as “reproducing source language with
some words deleted or added, some grammatical structures altered,
or some synonyms used” (181). In fact, patchwriting was found in sixteen of the eighteen papers (182), or 89 percent. In this pilot phase,
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researchers coded for presence or absence of textual behaviors, not for
frequency. That approach was to change as the research expanded. The
definitions of the key terms evolved as well.
Howard’s 1986 introduction to the phenomenon of patchwriting
reports that nine of the twenty-six first-year college students in her general education course—34 percent—patchwrote at least once in their
papers (Howard 1993, 237). In Pecorari’s study of seventeen nonnative
speakers of English enrolled in graduate programs at UK universities,
sixteen of the seventeen—94 percent—“had one or more passages in
their writing samples in which 50 percent or more of the words came
from their sources without being indicated as quotation” (Pecorari
2003, 325). Pecorari’s data are in line with the 89 percent finding by
Howard, Serviss, and Rodrigue (2010, 182). Their study, then, shed
light on how many first-year students might be patchwriting in their
researched papers, expanding the focus of earlier studies (Hull and
Rose 1989 and 1990, for example) beyond “developmental writers” to
the general student population. With patchwriting widely reviled among
college instructors and described as academic dishonesty in many college plagiarism policies and textbooks, it was important to know that
sixteen out of eighteen students included some of it in the researched
papers they wrote for their college composition class. The research followed Howard’s (1993) interpretation of patchwriting as an example of
“a summary technique characteristic of writers in difficulty, or writers in
relatively early stages of cognitive development” (Howard 1993, 237).
Rather than an act of academic dishonesty, patchwriting was “a healthy
effort to gain membership in a new culture” (236) by doing what David
Bartholomae (1986) had called “trying on the discourse” of that culture
(6), an interpretation that has now become widespread.
This pilot study offered the first data from general first-year composition classes, and it contributed additional evidence to support the
increasingly inarguable claim that most school writers—perhaps at all
levels, perhaps in all classes—patchwrite sometimes as they work from
sources. All three studies (Howard 1993; Howard, Serviss, and Rodrigue
2010; and Pecorari 2003) involved naturalistic data produced by school
writers. With Miguel Roig’s experimental research revealing that 22 percent of psychology professors patchwrote when trying to summarize a
difficult text from outside their field (Roig 2001, 315) and 68 percent of
students did so when asked to reproduce the ideas in one single paragraph (Roig 1999, 976), it was plausible to assert that patchwriting is
commonplace in writing from sources and therefore requires a pedagogical rather than a punitive response.
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W h y R e p l i c at e t h e S t u dy ?

The other major finding of the study—that students work from sentences in the source rather than extended passages (Howard, Serviss,
and Rodrigue 2010, 186)—has held true through all subsequent studies. Similarly, while the national study found patchwriting in only 52
percent of the coded extracts, the finding that it is a common phenomenon that occurs with much greater frequency than previously believed
was confirmed. For many writing studies researchers, this confirmation
might suggest it was unnecessary to do any additional research after the
first study; however, it took replication in the national study to confirm
the findings of the pilot. Without that replication, the pilot was just
another single-school study and it was impossible to know whether the
findings were broadly representative of student source-use practices or
simply a result of the local institutional context of the student writers
studied. For data to have traction, it must be representative and therefore transcontextual, as Anson (2006) proclaimed and the course blog
post noted (Figure 1.1).
RAD Research: The Relationship between Pilot
and Sixteen-School Study Findings

While the full findings of the sixteen-school study are available elsewhere (CitationProject.net; Jamieson and Howard 2013), it is useful
to include two sets of data here for comparison. The first (table 1.1)
shows the frequency with which each kind of source-integration method
occurred within the 1,911 citations. The second (table 1.2) shows how
many coded extracts included at least one incidence of each form of
source integration.
While the pilot study found no summary, the sixteen-school study
found that 6 percent of the citations were summary (table 1.1) but
that 41 percent of the papers included at least one instance of summary (table 1.2). This finding suggests not so much that students need
to learn how to summarize, as the pilot concluded, but that they need
to learn how to summarize more frequently, digesting ideas and incorporating them into papers instead of working from sentences in the
source. Similarly, the smaller percent of coded extracts that include at
least one instance of patchwriting—89 percent in the pilot and 52 percent in the national study (table 1.2)—is further complicated by the fact
that 78 percent of the coded extracts include at least one incidence of
paraphrase and all but three of the extracts that include patchwriting
also include at least one instance of paraphrase.
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Table 1.1. Frequency of source integration method in 1,911 student citations

Predominant Use of Source
Material within the Citation

Frequency

Copying cited but not marked as quotation

Cumulative
Percent

Percent

83

4.34

4.34

Copying cited and marked as quotation

793

41.50

45.84

Patchwriting

306

16.01

61.85

Paraphrasing

609

31.87

93.72

Summarizing

120

6.28

100.00

1,911

100.00

Total

Table 1.2. Type of source-integration method occurring at least once per five-page extract
from 174 papers

Frequency
Total

Occurs at
least once

Does not
occur

Total

141

174

18.97

81.03

100

159

15

174

91.38

8.62

100

Patchwriting

91

83

174

52.30

47.70

100

Paraphrasing

135

39

174

77.59

22.41

100

Summarizing

71

103

174

40.80

59.20

100

Copying not
marked as
quotation
Copying
marked as
quotation

Occurs at
least once

Does not
occur

33

Percent

These data reinforce the finding of the pilot study that the phenomenon of patchwriting is more frequent than we think but also strengthen
the case that cited patchwriting is simply poor writing in need of revision. Coded extracts reveal students slipping from paraphrase to patchwriting and then back to paraphrase—often using the same source (see
Figure 1.3)—indicating they were probably unaware they had misused
the source. These data, then, suggest not that we must rush to purchase
plagiarism-detection software (PDS) but that we must teach students
how to revise patchwriting into paraphrase or summary.
By building on the methods and goals of the initial conceptualization
of the study in a doctoral seminar and then replicating key aspects of the
pilot research, the full study was able to confirm the basic findings of the
earlier work, but it also deepened our understanding of the ways writers
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incorporate source material into their prose. In addition, the sixteenschool study expanded the research to include analysis of the sources
themselves, replicating the categories used in single-site studies by Carlson
(2006) and McClure and Clink (2009) and allowing researchers to trace
correlations between source type and source use and to explore sources
and information-literacy skills more deeply (see Jamieson 2017).

F r o m P i l o t S t u dy t o T r a n s c o n t e x t u a l R e s e a r c h

As Serviss and Rodrigue turned their attention to their dissertation projects, Howard and I set about developing a method to extend the research
beyond the single institution, as the class blog had proposed (Figure 1.1).

Developing Coding Categories

The first step, as it had been for Howard, Serviss, and Rodrigue, was to
explore what features should—and could—be coded. At first the coding sheet became more and more complicated as we listed more and
more questions we would like to be able to answer. My research notebook
reminds me that by the end of a meeting in June 2008, there were six
categories, each subdivided into at least two subcategories. If that coding sheet had been used, researchers would have been coding naturalistically produced text for sixteen separate features of source integration,
some that included embedded subcategories such as “misrepresents what
the source is saying on a denotative level or attributes something to the
source that it doesn’t actually say” and “copies from a source, makes copying errors, marks it as a quotation, and cites the source.” The papers were
to be coded electronically, with coding sheets assigning a different color
to each of the sixteen categories. Coders were to highlight each category
with one of these colors. When they had coded the paper, they were to
total the number of times they had marked each of the sixteen categories
and enter those totals into the form, giving a frequency count for each.
Part of the reason for this added complexity was my arrival on the
scene having not participated in the previous studies. Howard, Serviss,
and Rodrigue had spent months developing their coding categories,
but it is common to revisit categories when a new researcher joins the
team. I had not yet coded and had no idea how impossible my enthusiasm for data would be. We got increasingly excited about the many
things our data set could reveal about student source engagement and
so developed more and more increasingly complex categories. Finally,
we realized that less is more and we did not need to code everything at
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once, a lesson we consider essential for code-based research. We began
reducing and ultimately returned to the five categories of the pilot study
(copying but not marked as quotation, copying marked as quotation,
summary, paraphrase, and patchwriting). The sources selected and used
were coded separately by a separate team of coders who combined the
data into the final SPSS document (see Jamieson 2017).
While Howard, Serviss, and Rodrigue had done their own coding,
expanding the project also meant expanding the number of people who
would code the papers and bringing in coders unfamiliar with the project
and the long conversations about categories and definitions. As training
began, we realized the importance of category descriptions. On a research
trip to the United States in 2009, experienced coder and plagiarism
researcher Wendy Sutherland-Smith took part in a two-day coding session
of papers from one of the first three institutions. The coding categories
had already been streamlined somewhat by then, but still the coders struggled to apply them to the papers, and Sutherland-Smith gently suggested
that the problem was the categories themselves. She was right.
The category causing the problem was patchwriting, a word that carries negative connotations for many people. We began with Howard’s
1993 definition (“copying from a source text and then deleting some
words, altering grammatical structures, or plugging in one-for-one synonym substitutes,” 233). That definition had changed pedagogy and
policies and led to other scholarship; however, we soon found that a
definition of patchwriting was not necessarily helpful to coders who came
to the task with their own well-established definitions of patchwriting as
plagiarism. The use of language in coding terms that has negative associations predisposes coders who identify an instance of that feature in
the text to view the author of that text negatively (as unethical in this case)
and so to transfer that negative predisposition back to the remainder of
the paper they are coding. This phenomenon, in which an association
with one feature produces a similar association with the whole, is known
in psychology as the halo effect (Nisbett and Wilson 1977; Thorndike
1920). Once the association is made, coders are not only more inclined
to find examples of the negative feature but also to actively look for it.
Terms and phrases like copying, deleting, altering, and plugging in one-forone synonym substitutes suggest patchwriting is a deliberate attempt to conceal borrowing and implicitly prompt coders to assess the intention of
the author rather than simply describing what they see in the text. This
increases the likelihood of miscoding. In early coding sessions in particular, once they had identified a few incidences of patchwriting, coders often identified quite clear examples of paraphrase as patchwriting
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further into the paper. Understanding the halo effect led us to suspect
that once they had identified an incidence of patchwriting, coders were
inclined to think of the author of the paper as “a patchwriter” and as a
result to be on the lookout for more examples and to see them where
they weren’t.
We also found a second cause of miscoding. This one was connected
to the quality of the student prose in general and our tendency to associate patchwriting and plagiarism with weak writers. When a paper is
deemed to be well written overall, patchwriting tends to be initially
coded as paraphrase, or even summary; when the overall prose, organization, or grammar of the paper is weak, paraphrase is frequently coded
as patchwriting. This, too, is an example of the halo effect, and it may
also explain why faculty more typically find patchwriting in the work
of weak writers but not in that of stronger writers despite the Citation
Project’s finding that more than 50 percent of all writers in the sample
patchwrote at least once.
Coders needed a description that would focus attention on what they
saw in the text and so help them agree upon where they saw instances
of patchwriting and how they could distinguish it from paraphrase or
copying. But they also needed a description of patchwriting that forced
them to ignore the connotations of the word and placed the text in the
subject position rather than the writer. We were reminded by those who
have studied the halo effect that a category must help coders “report
the evidence, not a rating” (Thorndike 1920, 29). By the time we led
a preconvention workshop at the 2010 CCCC, we were using a description of patchwriting in which a passage of text is described as “restating
a phrase, clause, or one or more sentences while staying close to the
language of the source” (Benedicks et al. 2010). This description neither speculates on nor insinuates why or how the students stayed close
to the language of the source; it just describes the fact that they do. And
it is sufficiently reliable to allow us to achieve acceptable levels of interrater reliability. Coders were instructed to use this definition and remain
descriptive in their coding of all features; coders ought to ask what is happening in the text in front of me? How is the source material being incorporated?

Responding to Economies of Scale
What to Code

We had already collected papers from two schools in addition to the institution in the pilot study, and in fall 2009 and spring 2010, we collected
papers from thirteen more institutions. It quickly became apparent that
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with institutions contributing papers whose lengths varied considerably,
data from some of those schools would skew our results. After consulting
with several statisticians, we decided to code the same number of pages
from each of ten papers from each institution. We selected pages 2–6
because there is less source use on the first page of researched papers
and because most of the student papers sent to us were at least seven
pages long. This decision to code partial papers allowed us to compare
institutions without having to adjust for sample size, and an assessment
of patterns within the entire sample would give us the desired “snapshot” of methods of source integration across contexts. This was the second of several revisions that made it possible for us to move from a small study
at one institution to a large study drawing on different sites, one that ultimately
allowed us to code eight hundred pages of student prose.
In January 2010, we began to analyze ten papers from those two
additional institutions and to recode ten randomly selected papers
from the pilot institution. At that point, we were coding every sentence of entire papers, an extremely laborious process even with only
ten papers from each institution. Other aspects of our method were
also still evolving as we worked with these papers, and in many ways
the three-school study functioned as a more advanced pilot for the
sixteen-school study (indeed, once the coding methods and categories
were finally settled, we had to recode the paper extracts from those
first three institutions). When we began this stage of the research, coders identified source blocks as they read, and when they found material that appeared to come from a source, they read the source and
coded how it was used. If the material did not appear to come from
the source cited, they searched all the sources in the Works Cited list
(a process made easier because the sources had been saved as searchable PDF documents, but still long and arduous). Sometimes they
found that the wrong source had been cited, so they coded the type
of source integration and noted on the coding sheet and in the margin that the wrong source had been cited. While it was agreed that
only material from cited sources would be coded, we composition
instructors have been so heavily inscribed by an ideology of “seek out
all plagiarism” that it was sometimes too difficult for coders to ignore
uncited material that appeared “obviously” to have been drawn from a
source. My research notebook describes a memorable coding session
at which two of the coders spent several hours each on an exhaustive
(and unsuccessful) web search for material they believed to have been
plagiarized—even though our coding guidelines clearly excluded such
searches from the process.
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What Not to Code

That detour—and the need to avoid others like it if coding was to be
completed on any reasonable schedule—led to a third important procedural revision, one that more than any other made it possible to scale
up the research from a localized pilot to a multisite, multicoder study
and that also shaped the way we described the process. My research
notebook records the decision this way: “The Citation Project is concerned with the ways students USE material from the sources they cite.
If material is not cited, we ignore it. If it is incorrectly cited, we mark it as
such and then move on.” The notebook heading for this decision is “No
Hunting,” with this additional observation in red ink: “This research is not
about [catching] plagiarism; it is about what happens when students use sources
that they cite.” We revised our method to prevent plagiarism hunting and
focus coders’ attention on the text the student cites as coming from a
source. Before coders begin coding a paper, the researcher responsible
for finding the sources marks up the paper, drawing a box around material indicated as cited and noting the alpha-numeric code assigned to
the cited source (see Figure 1.2). The coders then only code what is in
those boxes. If the source cannot be found, or if it is the wrong source,
the box is not coded, but the coder marks source not found or incorrect
source cited in the margin of the paper and on the coding sheet (see the
coding guidelines in Appendix 1.A).

The Need for Systemization

The fourth and final significant change came as we tried to recode paper
extracts following the previous procedural revisions. Coders had been
following the method used by Howard, Serviss, and Rodrigue in the pilot
study: highlighting material from the source with whatever color highlighter came to hand and then writing in the margin what they found
(see Figure 1.3). With many more coders, this process became confusing at best. Each coder had an individual style of marking up the paper,
making it often impossible for a second or third reader to understand
how specific coding decisions had been reached, and sometimes even
what those decisions were. Ultimately, the solution drew on the longabandoned idea of sixteen colors for sixteen categories: each different
method of source integration (paraphrase, summary, patchwriting, and
quotation) was to be highlighted with a predetermined color (green,
pink, yellow, and blue, respectively). In order to facilitate the new colorcoding system, we provided coders with highlighter pens adorned with
stickers indicating the color categories and later a multicolored marker
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Figure 1.2. Extract with citations blocked for coding. Material not boxed is not coded.

with a label. Coders would also note in the margin what they had found
and the page in the source from which it was drawn and transfer this
information to coding sheets (see Appendix 1.B), allowing the principal researchers to double check and recode paper extracts easily, as the
samples in Figures 1.3 and 1.4 demonstrate.
Over the life of the research, we relied on many coders (who are
named on our website, CitatonProject.net), and our training procedures became more effective each time we ran training and group
coding sessions. Eventually, each paper was read by two coders who
coded the paper individually and then created one reconciled coding sheet (see Jamieson and Howard 2013). If agreement could not be
reached, one of the principal researchers stepped in and recoded. We
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Figure 1.3. Paper from the three-school study coded using the pilot-study method. See
color versions of this coding at CitationProject.net/codingexamples/.

also randomly recoded about 10 percent of the paper extracts to ensure
continuity. Initially this method was used only to calibrate coders at the
beginning of each session, after which they would code alone; however,
we soon realized double coding and discussion led to much more accurate coding, so that is how the papers were coded.
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Figure 1.4. Paper from the final study coded using the four-color, boxed-citation method.
See color versions of this coding at CitationProject.net/codingexamples/.

Refining Methods

Working with multiple coders and a large sample, then, led to five significant changes to our method as we transitioned from pilot to transcontextual research.
•
•
•
•
•

We developed text-focused coding definitions.
We decided to code only pages 2–6.
We moved to coding only text in marked citation blocks.
We asked coders to use predetermined color-coded highlighting.
We always employed double coding, discussion, and then reconciling coding
sheets.

The team successfully recoded paper extracts from the first three
schools using this revised method. Had we not made these changes, it is
unlikely the research would have been completed. While these modifications reduced much of the complexity initially imagined, these simplifications made it possible to code for one thing and to code a paper in
about an hour. With two coders per paper, followed by a conversation,
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the process was still time-consuming; however, the five or more hours it
was taking each person to code a paper in the pilot study simply was not
scalable for 174 papers.
As we continued random recoding, we realized some coders were
sometimes wildly inaccurate in their coding, and on closer examination,
we determined this to be the case when they were knowingly coding
papers from their own institution. Although the papers were anonymous
and not from any of their classes, we initially employed coders from the
submitting institution at least for the first round of coding, but sometimes for both. A version of the halo effect seemed to be in play again:
coders were more likely to be generous in their coding of patchwriting
as paraphrase in papers they knew to be from their own institutions. So
came a sixth adjustment.
•

We agreed coders should never knowingly code papers from their own institution.

This means we encourage those who would conduct local citation context—or probably any other partially or fully subjective research—to
pair with at least one other institution and code each other’s papers.
Although we had simplified how coders assessed the method of integration of source material, we found ourselves intrigued by the sources
themselves. I had also been working on information-literacy issues, so
we agreed to also code the sources, both to gain a deeper knowledge of
what kinds of sources were being used and to expand the many singlesite studies whose findings were dominating the field (Carlson 2006;
Davis 2002; Jenkins 2002; McClure and Clink 2009). We paid a separate
set of coders to mark up the papers as described above, find the sources
cited in the five pages selected and make PDF copies of them, and then
add to a spreadsheet information about the source using a slight modification of categories developed by Carlson (2006) and McClure and
Clink (2009). These source coders also ran each cited source through a
program that assessed textual difficulty level using Flesch reading-ease
and Flesch-Kincaid grade-level analysis (Flesh.app). With source information added to the spreadsheet for each citation, we were able to look
for more nuanced correlations about how students incorporate material from different kinds of sources (books, journal articles, websites)
and sources with different lengths and different difficulty levels (allowing us to test Roig’s claims that writers more frequently patchwrite from
difficult sources). By having different coders working on different parts
of the project, we avoided confusion and developed richer data (see
Jamieson 2017 for a discussion of the kinds of sources selected).
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Conclusion

As I noted at the beginning of this chapter, data-driven research, and
especially transcontextual research, is infinitely more rewarding than
anyone who has not done it can imagine. Once we are able to identify
which phenomena are the products of good teaching and support and
which are national trends that do not significantly vary by institution type,
we are in a position to develop pedagogies and fair policies that are likely
to achieve our goals. I am hardly the first to bemoan the fact that so many
pedagogies, beliefs, and educational policies are based on anecdote or
flat-out false beliefs, and I enthusiastically support those who set out to
change that situation—including all the contributors to this collection.
But as Howard and I have observed in every presentation we have given,
and as many authors in this collection also assert, data alone is not sufficient to allow us to understand what is happening when students write
from sources. The selection and use of sources is not a simple, linear
process, as the new Framework for Information Literacy for Higher Education
(Association of College and Research Libraries 2015) acknowledges and
the Lilac Project is exploring (Starnes and Walker, this volume). We need
to know more than simply the frequency with which students do things if
we are to understand those actions and respond usefully.
Citation Project research has always had two parts: data analysis and
textual analysis (see Howard 2012, 2014; Jamieson 2014; Serviss 2014;
Serviss, this volume). The more we have worked with the papers in
the Citation Project corpus, the more we have come to realize that this
mixed-methods research is essential. The statistical data allows us to plan
and execute follow-up research not guided by “something I observed in
my class this semester” but by the frequencies and correlations we see in
the data. Analysis of papers that move from paraphrase to patchwriting
and back, like that shown in Figure 1.3, and those that alternate between
quotation and patchwriting with little paraphrase seems to be suggesting there is in fact more than one kind of patchwriting (Jamieson 2014).
While the data pointed me to this possibility, it will take close analysis
of the papers themselves to discover whether it is true. This research
method—using big data to shape close reading—is one we propose for
writing studies as the field moves forward, but as I noted at the beginning of this chapter, it is not one that comes easy to all writing studies
scholars. I hope that by sharing both the artifacts and the stories of our
research, we can help others design—and complete—their own transcontextual projects, moving through the messiness of research design
without losing an understanding of the nuance of the text, or what
Adam Banks (2015) calls the “messiness of all discourse.”
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Note
1.

These materials are also available on the Citation Project website (citationproject.
net), which also requests that in order to avoid confusion between the initial study
and subsequent work, research conducted using these resources should indicate
where it replicates Citation Project methods but be called citation context research,
not Citation Project research (Jamieson and Howard 2013)

App e n d i x 1 . A

App e n d i x 1 . B

App e n d i x 1 . C

App e n d i x 1 . D
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